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Abstract

A novel approach is presented that bridges the gap between anomaly and misuse detection for identifying
cyber attacks. The approach consists of an ensemble of classifiers that, together, produce a more informative
output regarding the class of attack than any of the classifiers alone. Each classifier classifies based on a limited
subset of possible features of network packets. The ensemble classifies based on the union of the subsets of
features. Thus it can detect a wider range of attacks. In addition, the ensemble can determine the probability
of the type of attack based on the results of the classifiers. Experimental results demonstrate an increase in
the rate of detecting attacks as well as accurately determining their type.
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1 Problem Description.

In our current information age, and with the timely issue of national security, network security is an especially
pertinent topic. One important aspect of computer network security is network intrusion detection, i.e., the
detection of malicious traffic on a computer network.

There are two main approaches to designing Network Intrusion Detection Systems (NIDS): anomaly detection
and misuse detection. Both are essentially classifiers, i.e., they label incoming network packets as “attack,” “non-
attack,” and if an attack perhaps what type of attack. Anomaly and misuse detection are complementary
approaches to intrusion detection. Anomaly detection consists of building a model of normal computer usage,
and tagging outliers as “anomalies.” Such systems are typically computationally efficient, but only yield a binary
classification – “attack” or “non-attack” [5, 12]. Misuse detection systems match potential attacks (e.g., network
packets) against a database of known attacks (called signatures). If there is a match, then the data (packet)
is labeled an “attack,” and the class of attack is considered to be the same as that of the matching signature.
Unfortunately, misuse detection systems tend to be slow, especially if their database of signatures is large [10].

The main thrust of our research is to bridge the gap between anomaly and misuse detection. Anomaly NIDS
classify packets quickly in comparison to misuse based NIDS, but without as much information about the attack.
We have created an ensemble of anomaly-based NIDS that refines the binary classification of each ensemble
member and yields more detailed classification information than each member alone. Therefore, if anomaly
detection precedes misuse detection, then our system will partially refine the output of anomaly detection,
thereby accelerating the processing of the misuse detection system. The pipeline can be summarized as: (1)
anomaly detection, (2) refinement by ensemble, and (3) misuse detection. If the computational cost of the second
step, refinement by ensemble, is lower than the computational benefit that it yields by shortening the run-time
of the misuse detection system, then our approach will be beneficial overall. Whether this is the case, depends
on the size of the database of signatures that one maintains. Over time, as people (and systems) increase their
knowledge base of attacks, we expect our approach to become increasingly more useful.

This paper describes only steps (1) and (2) of the pipeline above. Step (3) will be addressed as part of future
work. In the remainder of this paper, we describe our ensemble approach, as well as experimental evaluation
results that show its effectiveness for intrusion detection. Here, it is assumed that the data consists of Transmission
Control Protocol (TCP) packets, sent over the network. The data we used is from the DARPA/MIT Lincoln
Laboratory database (see http://www.ll.mit.edu/IST/ideval/index.html).
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2 A Novel Ensemble Approach.

An ensemble of classifiers is a collection of classifiers that are combined into a single classifier. Most of the
research conducted on classifier ensembles assumes homogeneous ensembles of binary classifiers, and assumes
that the ensemble also outputs a binary classification. The purpose of such ensembles is to increase classification
accuracy, e.g., with voting, bagging, or boosting [1]. One notable exception is the stacked generalization approach
of Wolpert [13]. Stacked generalization assumes a heterogeneous ensemble of different classifiers, each with its own
“area of expertise.” Nevertheless, the purpose of stacked generalization is also to increase classification accuracy,
without changing the set of classes.

To the best of our knowledge, our approach to ensembles is the first to utilize a heterogeneous set of classifiers
for the purpose of increasing information (refined classification), rather than classification accuracy. Specifically,
our approach takes a suite of classifiers (currently two), each of which outputs a binary classification, and combines
them to output a probability distribution over seven classes. We expect the ensemble output to be increasingly
more informative as the number of classifier components is increased beyond two. Furthermore, if the classifiers
run on the data in parallel, adding more classifiers to the ensemble would not increase the overall time to apply
the method, i.e., it is highly scalable. However, this is our first investigation into such an ensemble, so we begin
with two classifiers.

The essence of our approach is to empirically build an ensemble probability classification matrix, abbreviated
as EPCM, based on system performance on test data. In other words, in machine learning one typically trains
the system on training data, and then tests its performance on test data. We instead partition the data into three
sets: the training data, the testing data, and the validation data. Each individual classifier is trained separately
on the training data. Note that the training data is attack-free – because anomaly detection systems learn models
of normal (friendly) user data, and then use these models to detect anomalies, which are labeled “attacks.” After
training, each system has a hypothesis regarding the nature of “non-attack” data. These hypotheses are applied
to the testing data, to make predictions regarding whether each system thinks each packet is an “attack” or a
“non-attack.” We also use the known information (from the DARPA website) on the test data regarding whether
each packet is an attack or not, and if it is an attack then what class of attack (from the seven known classes).
All of this information is automatically combined into an EPCM, which predicts a probability distribution over
the seven classes, based on the outputs of the systems in the ensemble and the true classes of the packets (as
defined by DARPA/MIT). The last step is to test the performance of the ensemble on a set of validation data,
for which there is no advance knowledge given to the system regarding the (true) data classification.

Why do we expect our novel approach to work? The key to our success is the notion of inductive bias, or
simply bias. Mitchell defines bias as “any basis for choosing one generalization over another, other than strict
consistency with the observed training instances” [9]. The hypotheses output by our classifiers are special instances
of what Mitchell calls “generalizations.” An example of a bias is the choice of what attributes the classifier system
considers. For instance, one system might only look at the header information in a packet when classifying the
packet as a type of attack, whereas another system might only look at the packet payload. Certainly the choice
of attributes will affect the types of attacks that the system is able to identify. One system might be able to
detect some classes of attacks; another system might be able to detect other classes. In general, the classes of
attacks detectable by two systems could be disjoint or overlap. By combining two systems with very different
biases, we increase the set of detectable attacks. Furthermore, by exploiting known differences in system biases,
we can further refine our classification knowledge. For example, if one system says “attack” and the other says
“non-attack,” then this combined information can tell us (with high probability) what kind of attack it is most
likely to be. To better understand the synergistic effects of combining the information, we formalized the biases
of each of the two systems. From this formalization, one can understand the classes of attacks for which each
system is best suited to identify. This is the essential rationale behind our ensemble approach.

3 Ensemble Components.

Our ensemble is composed of two anomaly NIDS, LERAD [5] and PAYL [12]. LERAD’s hypotheses are rule sets
of expected (normal) user behavior, and PAYL’s hypotheses are byte distributions derived from normal packets.
Each of these systems is described in greater detail, below.

Some preprocessing of the raw network dump data was necessary for LERAD and PAYL to be able to process
packets. A tool (te.cpp) provided on Mahoney’s web site http://www.cs.fit.edu/mmahoney/dist preprocessed
the raw network data into streams for LERAD. A Perl script (a21.p1), also provided by Mahoney, transformed



the streams into a LERAD-readable database format. The preprocessing tool te.cpp was altered so that it also
produced a file of packets readable by PAYL.

Also, some postprocessing was required. LERAD and PAYL produce a list of packets that the systems
consider to be “attacks” (anomalies). We created a tool that produces alarm statistics by comparing the output
of LERAD and PAYL to the DARPA/MIT labeled attacks. For further details on this postprocessing stage, see
Section 5 below.

Finally, before we describe each system, note that we used LERAD unmodified as found on Mahoney’s web
site, listed above. However, the source code for PAYL is not currently available, and therefore we re-implemented
the algorithms based on [12].

3.1 LERAD and Its Biases. As mentioned above, LERAD learns a set of classification rules. Rules take the
following general form: (ai = vj ∧ · · · ∧ an = vm) → (ak = vp ∨ · · · ∨ aq = vs) where the a’s are attributes and
the v’s are values of these attributes. Only conjunction is allowed in the rule antecedent and only disjunction is
allowed in the rule consequent. An example rule might be:
If the destination port number is 80 and the source port number is 80, then the first word in the payload is GET
or the first word in the payload is SET or the number of bytes in the payload is greater than 60.
Recall that each of these rules describes normal (benign) system use.

LERAD’s classification algorithm is the following. Each new example (packet) receives a score, which is the
sum of rule violations. If the score exceeds a threshold, TL, defined below, then the packet is classified as an
“attack.”

LERAD’s training algorithm inputs a set of attack-free training examples, and outputs a rule set, R. The
algorithm begins with rule creation, then does rule sorting and, finally, rule pruning.

LERAD has many implicit inductive biases embedded within the system. We selected those that are most
relevant to the construction of our ensemble and formalized them. By doing this, we were better able to understand
and predict the types of attacks for which LERAD is best suited to detect.

What are these relevant biases of LERAD? One is the set of attributes considered by LERAD, called SL. We
know that |SL| = 23, and the specific attributes are the packet date, time, last two bytes of the destination IP
address, last four bytes of the source IP address, the source and destination port numbers, the TCP flags for the
first, next to last and last TCP packets, the duration in seconds, the number of payload bytes, and the first eight
words in the payload.

A second bias is the threshold, TL, used by LERAD during classification. Before formalizing this threshold,
we first repeat the formula for the anomaly score for each new example (packet), which we consider a bias. From
[5] this is: scoreanomaly =

∑m

i=1

ni·ti

ei

Fri
where Fri

is 0 if rule ri is satisfied and 1 if it is not satisfied, m is |R|
(i.e., the number of rules), ni is the rule support for rule ri (defined above), ei is the number of expressions in the
antecedent of rule ri, and ti is the time that has elapsed since the rule was last violated. Then the threshold, TL,
is: ln(scoreanomaly)/ln(10) > 4.5. Finally, the last bias that we considered relevant in LERAD is the fact that
its hypotheses take the form of rules, which we already formalized syntactically above.

3.2 PAYL and Its Biases. The classification hypotheses of PAYL are byte distributions, derived from
the training data (see Figure 1). Each distribution is an empirically-derived approximation of a probability
distribution P (b0, b2, . . . , b255), i.e., the probability of seeing each ASCII byte in a packet of a certain type. The
types of packets are those that have a particular destination port number or a particular payload length. In other
words, for each unique port number and payload length, PAYL associates (and learns) a probability distribution
over the individual bytes in the payload. In fact, the full hypothesis of PAYL consists of a set of profiles. Each
profile consists of a pair of 256-valued vectors (one for each byte). The first element of the pair is an average
byte distribution, P (b0, b1, . . . b255), and the second element of the pair is a vector of standard deviations from
the means, i.e., (σ0, σ1, . . . , σ255). Classification involves both a distance function and a threshold. If the distance
between the byte distribution of a new example and the byte distribution of the hypothesis (which represents a
profile of normal behavior) exceeds the threshold, then the new example is labeled an “attack.”

PAYL’s training algorithm consists of first classifying the training examples (packets) according to their
destination port number and payload length. Then, the mean and standard deviation are calculated for each
byte.

PAYL also has implicit inductive biases embedded within the system, and we selected those that are most



Figure 1: Sample byte distributions for different payload lengths of port 80 on the same host server.

relevant to the construction of our ensemble. The first bias is the set of attributes considered by PAYL, called
SP . Note that |SP | = 3. These attributes are the destination port number, the number of bytes in the payload,
and the distribution of bytes in the payload.

The second aspect of PAYL that we consider to be a bias is its distance function for computing the distance

between two distributions. The function used by PAYL is (from [12]): d(e, y) =
∑255

i=0

|ei−yi|
σi+α

where y and σ
are the average and standard deviation, i.e., elements of the profile that constitutes PAYL’s hypothesis, e is an
example, and α is a conditioning variable needed to prevent divide-by-zero errors.

The threshold, TP , was not formalized. It was derived empirically, as described in Section 5, below.

3.3 Example Application of the System Biases. By making LERAD and PAYL’s biases explicit, we have
been able to analyze and understand them better. From this process, we have drawn the following conclusions
about the suitability of these two systems to detecting different attack characteristics:

• LERAD is sensitive to only a subset of the information in a packet, namely, the packet header and the first
eight words.

• Two packets that differ by even a single byte (among the attribute fields that LERAD examines) are likely
to be classified differently by LERAD. A packet that satisfies both the antecedent and consequent of a rule
can be made to violate the rule by changing a single byte in one of the fields (attributes) of the consequent.

• PAYL is sensitive to only a subset of the information in a packet, namely, the packet payload and the
destination port number.

• Two packets that differ by a single byte are unlikely to be classified by PAYL as being different – because
the byte distributions of the two packets will probably be very similar.

The following example illustrates how these biases of LERAD and PAYL translate into specialized detection
capabilities:

EXAMPLE 1. Consider the Denial of Service attack called “Back.” This attack is a malformed web request
to an HTTP port with the payload, “Get //// ...” followed by 6000-7000 slashes. One of the biases of PAYL is
that it examines the byte distributions. For this particular attack, the byte distribution of the payload is almost
exclusively centered on the “/” character in the ASCII table. This implies that PAYL will almost surely detect the
attack. One of the biases of LERAD is that it examines the relationships of the first eight words in the payload of
a message. Since “GET” followed by 6000-7000 slashes is an unusual relationship, we would also expect LERAD
to detect this attack. Therefore, the “Back” attack is a specific type of attack that would be detected by both
systems.

4 The Network Data.

As mentioned above, we are working with the DARPA/MIT Lincoln Laboratory database of packets. We decided
to only work with the 1999 data, since the 1998 data does not include a key to differentiate normal packets from
attack packets. The data from 1999 is five weeks long. The first and third weeks are attack free, whereas the



second, fourth and fifth weeks contain attacks. Each TCP packet is a binary sequence not exceeding 64,000 bytes
in length. The DARPA web site classifies attacks into five categories: 1.Denial of Service (DoS), 2.User to
Root (U2R), 3.Remote to User (R2U), 4.Probes., and 5. Data.

This classification is standard, comprehensive, and still modern [11]. Nevertheless, this DARPA classification
does not result in mutually exclusive classes. Therefore, we have expanded the classification to include overlaps
as two additional classes, thus resulting in a total of seven attack classes. The two additional attack classes are:
6. Data and User to Root and 7. Data and Root to Local. The 1999 DARPA data was divided into three
sets. The training set consisted of all the data that was attack free. Training data: 03/08-03/12 (week one) and
03/22-03/26 (week three). Of the remaining data, the test and validation data sets were divided as follows: test
data: 03/29-03/31, 04/02, 04/05 and 04/09; validation data: 04/01, 04/06-04/08. Both the test and validation
data sets contain many attacks, though some attacks occur only in the test set and other attacks occur only in
the validation set. There are slightly more attacks in the test set than in the validation set.

5 Ensemble Implementation.

In this section we describe in detail step (2) of the pipeline, introduced in Section 1, and called the “refinement
by ensemble” step. The purpose of the ensemble is to produce a classification vector associated with a new
packet, which could be an attack. For the ensemble, we concentrate only on test data that consists of attacks,
i.e., non-attack packets are ignored.1 There are a couple of reasons that we did this. For one, these are the
only packets whose classification needs to be refined. Second, segmenting the data to determine the temporal
boundaries of non-attacks proved to be very difficult – it proved challenging to determine the exact duration of
non-attack packets. Therefore, our test data and validation data focused on attack packets only, and how to refine
their classification.

When combining LERAD and PAYL, there are four possibilities for the combined outputs of the two systems:
L-yes and P-yes, L-yes and P-no, L-no and P-yes, and L-no and P-no, where “yes” means the packet is labeled
an “attack” and “no” means the packet is labeled a “non-attack.” One of these pairs becomes the input to
the ensemble system, for each new example/packet. The output of the ensemble for one pair is a probability
distribution, called the probability classification vector, which gives the probabilities that the new example falls
into each of the seven possible attack classes, described in Section 4 above. In summary, given a new packet, which
we also call a sample to be consistent with statistical definitions, there are four possible events corresponding to
the four possible class labels given by the pair of classifier systems. These input events need to be converted to
an output probability distribution over the seven attack classes. Recall that this process is performed on the test
data set. In other words, the training data is used for LERAD and PAYL to learn their hypotheses, and then these
hypotheses make predictions over the test data to discover anomalies that are different from the hypotheses about
normal user behavior. We combine LERAD and PAYL’s predictions on the test data with the true (based on the
DARPA web site) classifications of the test data packets. Then, we convert this information into a probability
classification vector for each pair of outcomes from LERAD and PAYL. These vectors are joined together in an
ensemble probability classification matrix (EPCM), and output by the ensemble (see Table 2).

To accomplish this, the first step is to formalize, in probability terminology, what precisely we are trying
to find during step (2), i.e., what is the formal representation of an ensemble probability classification matrix
(EPCM)? The answer is that we want to find P (C|E), where C is a classification vector, i.e., a probability
distribution over the seven classes, and E is an input event, i.e., the pair of labels given by LERAD and PAYL,
such as L-yes and P-no. This probability value cannot be approximated directly from the results of the test data.
We need to use a conditional probability rule to calculate this conditional probability. The conditional probability
rule that we use is: P (Y |X) = (P (Y,X)/P (X)).

For example, suppose we have the results from the test data in Table 1. Each table entry that is not listed
under “Sum” represents P (Y,X), i.e., the frequency (which is an estimate of the probability based on the test
data) of a packet giving a certain pair of binary outputs by LERAD and PAYL and being in a particular attack
class (based on the DARPA/MIT web site classification of the test data). Furthermore, the “Sum” entry at
the bottom of each column represents P (X), i.e., the frequency of a certain pair of binary outputs by LERAD
and PAYL. Using the conditional probability rule, given above, we calculate P (Y |X), which is the output of the
ensemble. Continuing our example from Table 1, by applying the conditional probability rule we get Table 2.

1We use the same criteria as DARPA did to label packets as “attacks.”



Attack y/y y/n n/y n/n Sum

Class 1 4 8 5 6 23
Class 2 6 4 2 1 13
Class 3 1 16 1 10 28
Class 4 0 0 2 1 3
Class 5 0 6 0 7 13
Class 6 2 1 1 0 4
Class 7 0 0 1 0 1

Sum 13 35 12 25 85

Table 1: Matrix of frequencies of attack events and classifier labels for LERAD/PAYL.

Attack y/y y/n n/y n/n

Class 1 0.3077 0.2286 0.4167 0.2400
Class 2 0.4615 0.1143 0.1667 0.0400
Class 3 0.0770 0.4571 0.0833 0.4000
Class 4 0 0 0.1667 0.0400
Class 5 0 0.1714 0 0.2800
Class 6 0.1538 0.0286 0.0833 0
Class 7 0 0 0.0833 0

Table 2: An ensemble probability classification matrix (EPCM), which is output by the ensemble. Each column
is a probability classification vector.

Note that this is a matrix consisting of vectors (the columns) – one for each input event/sample, giving the vector
output that is a probability distribution over the seven possible attack classes. This is what we call the “ensemble
probabilistic classification vector.”

For each new packet in the final validation data we can now use these vectors for classification. In particular,
we run LERAD and PAYL on this new packet. If we get L-yes and P-no, then the ensemble predicts (using
Table 2) the probability that the attack is of type Denial of Service is approximately 0.2268. The probability that
the attack is of type User to Root is approximately 0.1143, and similarly for the remaining classes of attacks.

Given this ensemble output information, a misuse detection system could restrict its search and computations
to a small subset of possible attack signatures when trying to find the most similar previous attack. The reasons
for continuing with a misuse detection system are that our ensemble outputs probabilities – however a match
with a signature could give further confirmation of the attack class, and also a stored signature could be used for
predicting the attacker’s next move.

We conclude this section by noting the role that the system inductive biases played in determining the
probability classification vectors. Note that if the ensemble input is L-yes and P-yes, then the ensemble will
conclude that the highest probability is that we either have an attack of Class 1 (Denial of Service) or an attack
of Class 2 (User to Root). Having a high probability of being an attack of Class 1 can be explained in terms
of the system biases. Recall Example 1 from Section 3.3, which was an example of a Denial of Service attack.
In that case, the large number of slashes indicated that such an attack would be manifested as an unusual byte
distribution and would therefore be likely to be detected by PAYL. Furthermore, the usual relationship between
the slashes and one of the keywords indicated that such an attack would also probably be detected by LERAD.
Based on the system biases, we therefore predicted that Denial of Service attacks would frequently result in L-yes
and P-yes. Table 2 indeed confirms our prediction.

In summary, our analysis of system biases was quite helpful for both predicting and understanding the output
of our ensemble. Future versions of our ensemble approach will investigate building an ensemble from first
principles, based on bias analyses, rather than using a purely empirical approach.

5.1 Parameter Tuning. LERAD’s process of learning a rule set involves a random element (see Section 3.1).
Nevertheless, our experimental investigations revealed that there are not significant differences in performance



Attack y/y y/n n/y n/n Sum

Class 1 5 9 8 1 23
Class 2 6 4 2 1 13
Class 3 1 13 9 5 28
Class 4 1 1 0 1 3
Class 5 2 8 2 1 13
Class 6 1 2 1 0 4
Class 7 0 0 1 0 1

Sum 16 37 23 9 85

Table 3: A random frequency matrix with the same row sums as in Table 1.

arising as a result of alternating the random seed. Therefore, we fixed LERAD’s random seed to be 0, and all
results described in this paper assume this same seed.

We ran extensive empirical experiments to find optimal settings for the parameters of PAYL: TP = 256 and
α = 0.1. These are the values that are used in all of the empirical experiments, described below.

6 A Matrix-Matrix Comparison.

6.1 Another Matrix for Comparison. To evaluate the quality of our ensemble output, we require a
comparison against a reasonable standard. For this purpose, we decided to use a random frequency matrix.
Such a matrix is created using randomly-chosen matrix entries that are weighted based on the relative frequency
of each class of attack in the test data. In other words, it is not purely random, but contains useful information
about attack frequencies, and it is constructed from the test data – just like our ensemble is.

The particular methodology for creating the random frequency matrix was to use the test data to determine
both the attack frequencies and to ensure that the random frequency matrix has the same row sums as the actual
frequency matrix created from the test data (which was shown in Table 1 and was used directly for building the
ensemble). In other words, both the ensemble probability classification matrix (EPCM) and the random frequency
matrix are constructed based on information from the actual frequency matrix derived from the test data set. The
difference between them is that the EPCM has probability entries that directly reflect the test data, whereas the
random frequency matrix has characteristics that reflect those of the test data, but includes some randomness.
An example of a transformation of an actual frequency matrix to a random frequency matrix is shown in Table 3.
Then, we convert the random frequency matrix into entries that are probabilities, just like we did for the EPCM
in Section 5. We call this final matrix a weighted random probability classification matrix, abbreviated WRPCM.

Finally, observe that the WRPCM is randomly created. Therefore comparing the EPCM with one WRPCM
is statistically meaningless. To resolve this issue, we created 10,000 WRPCMs to compare with one EPCM, and
took the mean and standard deviation of the differences as our evaluation.

6.2 Evaluation Metric. We created a validation probability matrix (VPM) over the validation data set – for
the validation data set this is “ground truth” and is used as the performance standard. To measure the distance
between the EPCM or a WRPCM and the VPM, we used the standard Euclidean metric, which sums distances
between pairs of matrix entries.

We applied the Euclidean evaluation metric to compare the EPCM-VPM distance versus WRPCM-VPM
distance, on the validation data set. The following section describes the results of these comparisons.

6.3 Experimental Results. The average distance from the EPCM-VPM distance value to the 10,000
WRPCM-VPM distance values is 0.7264, and the standard deviation is 0.1516. Using the Euclidean metric,
we find that the distance between the EPCM-VPM value and the mean of the WRPCM-VPM values is 0.3463,
and the EPCM-VPM value is 2.507 standard deviations from the mean of the WRPCM-VPM values.

6.4 Interpretation of Results. The EPCM is more than 2.5 standard deviations closer (which is better) to
the VPM (considered “ground truth”) on the validation set than the average of the 10,000 WRPCMs. In other
words, a weighted random guess has a very low chance of being more accurate than the EPCM. In particular,



the probability that a random accuracy variable X is less than the ensemble accuracy is P (X ≤ 0.3463) =
P (((X − µ)/σ) ≤ ((0.3463 − µ)/σ) = P (z ≤ −2.5075) = F (−2.5073) = 0.0062, assuming distances are normally
distributed. From the experimental results, we found that only 24 of the 10,000 WRPCM accuracies were better
than those of the ensemble, which is quite low.

7 Summary and Future Work.

In summary, we have introduced a novel approach to an ensemble of classifiers that is designed for classification
refinement, rather than for improving classification accuracy. Our experimental results indicate that our approach
is very promising, and applicable to intrusion detection. In particular, our ensemble increased the number of attack
classes from one to seven. Furthermore, our ensemble was more than 2.5 standard deviations closer (which is
better) to the correct VPM on the validation data than the average of its competitors (the WRPCMs).

Our ensemble has an important role to play in refining the binary classifications output by the anomaly
detection systems, prior to running a misuse detection system. The final step of the pipeline process described in
Section 1, that of feeding the ensemble output into a misuse detection system, needs to be accomplished as part
of future work. For example, we might use SNORT [10], which is the most widely available commercial misuse
detection system. SNORT has a rule associated with each attack, so we might consider using our ensemble to
partition the rule set according to attack class, and then check a potential attack packet with the rules from the
class to which there is the greatest probability (according to the ensemble) that the attack belongs. This would
increase SNORT’s classification speed. It is interesting to note that for this paradigm, valuable information would
be produced by the ensemble even if all classifiers (members) of the ensemble individually classified the candidate
packet as a “non-attack.” This is because even if its component classifiers label a packet as a “non-attack,” the
ensemble still predicts a class of attack for the packet. Therefore, if the packet does indeed turn out to be an
attack, the ensemble will be especially helpful.

Finally, recall that we mentioned earlier that this ensemble approach is not only scalable, but is likely to
benefit in performance from the incorporation of additional classifiers. We intend to explore this fruitful future
direction for our research.
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