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The problem of designing and re ning task level
strategies in an embedded multi agent setting is an
important unsolved uestion. To address this prob
lem, e have developed a multistrategy learning sys
tem that combines t o learning methods operational
ization of high level advice provided by a human, and
incremental re nement by a genetic algorithm G
We de ne advice as a recommendation to achieve a
goal under certain conditions. dvice is considered to
be operationalized hen it is translated into stimulus
response rules directly usable by the agent. Opera
tionalization generates seed rules for ner grained re

nements by a G

The long term goal of the
develop task directed agents capable of acting, plan
ning, and learning in  orlds about hich they do not
possess complete information. These agents re ne fac
tual kno ledge of the orld they inhabit, as ell as
strategic kno ledge for achieving their tasks, by inter
acting ith the environment.

ork proposed here is to

is desirable for the same reasons that kno ledge
ac uisition for e pert systems is. It is easier for a user
to provide high level kno ledge about the orld and
the task than to provide kno ledge at a lo er level
of detail. The latter is ell kno n to be a costly, te
dious, and error prone process. lthough agent kno 1
edge ac uisition is desirable, it is very di cult for the

agent , as is kno ledge ac uisition for e pert systems.
The additional challenge for agent kno ledge ac uisi
tion comes from the fact that the kno ledge must be
dynamically updated by the agent through its interac
tions ith the environment.

There are t o basic approaches to constructing
agents for dynamic environments. The rst decom
poses the design into stages a parametric design fol
lo ed by re nement of the parameter values using
feedback from the orld in the conte t of the task.
Several re nement strategies have been studied in the
literature G s 21, neural net learning 3 | statistical
learning 13 , and reinforcement learning 14 . The sec
ond, more ambitious, approach 7, 30 is to ac uire the
agent kno ledge directly from e ample interactions

ith the environment. The success of this approach
is tied to the e cacy of the credit assignment proce
dures, and hether or not it is possible to obtain good
training runs ith a kno ledge impoverished agent.

We have adopted the rst approach. The direction

e pursue is to compile an initial parametric agent us
ing high level strategic kno ledge e.g., advice input
by the user, as ell as a body of general not domain

speci ¢ spatial kno ledge in the form of a

S . The S contains ualita
tive rules about movement in space.  ample rules in
our S are some ing is on my side and
urn o e o er side ill no e acing
i and move o ard some ing i  ill ge
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closer. This S is portable because it is applica
ble to a variety of domains ualitative spatial
kno ledge is important.  similar ualitative kno 1
edge base as constructed by 18 for the task of push

ing ob ects in a plane. Since the kno ledge provided

here

to our agent is imperfect incomplete and incorrect |
our agent re nes the kno ledge usinga G by directly
interacting ith the orld.
irst e describe our deductive advice operational
ization process and the nature of the parameterization
adopted for our agent. Then e describe the inductive
G re nement stage and compare our multistrategy
approach efore
e present the details of the method,
ize the class of environments and tasks for

ith one that is purely inductive.
e character
hich e
have found this decomposition of an agent design into
an initial parametric stage and subse uent re nement
stage to be e ective.

Complete models of
the dynamics of the environment in the form of

ro e hr er
di erential e uations or di erence e uations, or
discrete models like STRI S operators, are un
available. n analytical design that maps the
percepts of an agent to its actions e.g., using dif
ferential game theory or control theory in these
domains is thus not possible. venif a model ere
available, standard analytical methods for deriv
ing agents are e tensional and involve e ploration
of the entire state space. They are inapplicable
e consider have of the
order of a hundred million states.

here because the domains

T hr er Tasks are se uential deci
sion problems payo is obtained at the end of a
se uence of actions and not after individual ac
amples are pursuit evasion in a single or
multi pursuer setting and navigating in a orld

ith moving obstacles. The tasks are typically
multi ob ective in nature for instance for pursuit
evasion, the agent needs to minimize energy con
sumption hile ma imizing the time till capture
by the pursuers.

tions.

e hr er The agent has imperfect
Imperfections occur in the form of
noise, as ell as incompleteness all aspects of
the state of the orld cannot be sensed by our
agent, a problem called in
32 . Stochastic di erential game theory has
methods for deriving agents ith noisy sensors,
but it re uires detailed models of the noise as ell
as a detailed model of the environment and agent
dynamics.

SENnsors.

The action set of the agents and the values taken
on by sensors are discrete and can be grouped into
e uivalence classes. This is the basis for the design

of the parametric agent.  similar intuition underlies

Oor on an ramanian

the design of fuzzy controllers that divide the space of
sensor values into a small set of classes described by
linguistic variables.

In domains ith characteristics such as those ust
described, human designers typically derive an initial
solution by hand and use numerical methods usu
ally very dependent on the initial solution to re ne
their solution. Our ultimate ob ective is to automate
the derivation of good initial solutions by using gen
eral kno ledge about the environment, task, and agent
characteristics and thus provide a better starting point
for the re nement process. We begin ith the S
and advice.

C A

Our operationalization method compiles high level
domain speci ¢ kno ledge e.g., advice and spatial
kno ledge S into lo level reactive rules directly
usable by the agent. The compilation performs
16 because it deductively converts

abstract goals and other kno ledge into concrete ac
tions. n important uestion is hy e adopt a de
ductive procedure for the operationalization of advice.

t this time, e are able to generate good parametric
designs ith deductive inference alone. We e pect that
as e e pand our e perimental studies to cover more
domains, the incompleteness of the S ill force us
to adopt more po erful operationalization methods.

The advice compilation problem can be stated as
follo s

ive :

Strategic advice of the form

,  hich recommends that be
achieved be made to hold in the orld
ever the agent nds itself in a state that matches
the antecedent of the advice. Note that there is
no re uirement that the set of states in the an
tecedent be directly perceivable. The agent may
have to plan to ac uire the information needed to
determine hether or not it is in the speci ed set
of states.

hen

ualitative factual kno ledge about the domain
in the form of a description of a

ualitative theory ith information of the fol

lo ing types

1 Domain speci c rules. set of domain
speci c terminological mappings that de ne terms
needed for interpreting the advice these map
pings are of the form

and are vocabulary conversion rules. b
state transition rules that represent the dynamics
of the orld these mappings are of the form

here is the set

set of

)



of actions.
agent s actions

set of rules for predicting other
these mappings are of the form

. These rules are special
to multi agent domains.

2 general ualitative theory of movement
S . This is a common subpart of the domains
that e consider here. Therefore it need not be
reintroduced by the user for each ne
The S is of the form

domain.

here 1s the subset of actions

)
that involve movement.

The operational sensors  and actions  of the
agent.  detailed agent design involves nding a
mapping from the sense history of the agent
to . This is usually simpli ed to be of the form
2 so that only current percepts determine
the ne t action. The map need not be determin
istic. Indeed, in the G architecture, hich is
our target architecture, the agent map is non
deterministic.

i d: n operational mapping 2 from the
sensors to the e ectors of the agent such that the map
implements the provided strategic advice. y this e
mean that the map tests the conditions under hich
the recommended goal is to be achieved, and the action
se uence it generates in the orld places the agent in
a state in  hich the goal is achieved.

In summary, advice tells the agent to achieve a
goal under speci ed conditions. acts, domain speci ¢
rules, a general theory of movement, and a list of hat
is operational are all re uired for interpreting this ad
vice and compiling it into an operational form.

s an e ample, consider the problem of an agent
that tries to evade a pursuing adversary. or a more
detailed description of this problem, see Section 4.3.
We assume the adversary is initially faster than the
agent, though it is less maneuverable. oth the ad
versary and the agent lose speed as they turn, and the
adversary s speed loss is permanent. The agent and
the adversary can sense each other s instantaneous po
sition and velocity to ithin some speci ed accuracy.

lthough these are facts of the problem, they are ini
tially unkno n to the agent.

The strategic advice o ered by a human e pert for
this problem is the follo ing if the adversary s speed
is high, then try to slo do n the adversary if the
adversary s speed is lo , then avoid the adversary. In
this e ample the preconditions of the advice involve
predicates that the agent can sense ho ever it needs
to pin do n the semantics of and . The goals
to be achieved are slo do n the adversary in the one
case, and avoid the adversary in the other. These are
not directly implementable using a single action from

We need to devise a plan to realize these goals
using kno ledge about the domain, including kno 1
edge about movements. These plans form the initial
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parametric design ith and
parameters

action

being t o of the
hose ranges need to be learned by inter
ith the environment. n e ample S rule
that is used to compile our advice is

earing agen adversary
urn agen le
eading adversary agen

rig

eadon.

eading refers to the direction of motion of
relative to | and earing refers to the direc
tion of relative to . This S rule states that an

agent no longer faces an adversary hen it turns a ay
from it. wurn is an operational action.

To compile the advice, e also need terminological
mappings that de ne terms such as ne ample

de nition needed to compile our advice is

range close
eading eadon
avoids
voids means  avoids actual kno ledge

is also re uired for compilation, e.g.,

oving agen
oving adversary .

rom our advice, the set of operational sensors and
e ectors, and our ualitative theory, compilation re
sults in a set of operational sensor e ector mappings.
The set of all these operational sensor e ector map
pings is hat e consider to be a agent
map . portion of the reactive plan that implements
our advice, and is the product of our compilation pro
cedure, is sho n belo

s eed adversary ig
range agen adversary
urn agen ard
s eed adversary ig
range agen adversary close
earing agen adversary le
urn agen le

close

s eed adversary ig
close
rig

range agen adversary
earing agen adversary
urn agen rig
s eed adversary 1o
earing agen adversary rig
urn agen le
s eed adversary 1o
earing agen adversary le
urn agen rig

This is a fairly comple plan. It implements the
strategic advice in the follo ing manner  hen the ad
versary s speed is high, the agent moves to ard the ad
versary and makes a hard turn hen it is close enough.
Since the adversary is chasing the agent, this plan 1ill
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cause the adversary to turn hard, hich then causes
the adversary to permanently lose speed. If the ad
versary is moving slo ly, the agent simply stays out of
its ay. In this section e present an algorithm that
generates plans of this form starting from high level
advice and a ualitative domain theory.

Our compilation algorithm is tailored for situations
in  hich the e ecution of plans, but not the learning
of plans, is highly time critical. We assume the ad
vice provided is operationalized immediately, though
it need not be applied immediately. We precompile all
high level kno ledge into an operational form because
the agent ill apply it in a time critical situation. In
our approach, advice and S rules have nonopera
tional elements, and the compilation process results in
rules that are fully operational.

The compilation algorithm, sho nin igure 1, uses
t o stacks a GoalStack and an operational condi
tion OpCondStack. our types of kno ledge are ini
tially given to the compiler advice, facts, nonopera
tional rules abbreviated , hich include
domain speci c rules and the S | and the set of op
erational sensors and actions. The output from compi
lation is a set of directly usable by the agent,
i.e., operational. dvice has the form
cond

cond goal.

acts have the form
redica e
Nonop rules have the form

cond cond ac ion

goal.

The set of operational sensors and actions are pre
sented to the agent as a list.

nything in angle brackets is optional.
tion preceding the is the rule
the portion follo ing the

nonop rule conse uent is a single goal. The syn

ta for a goal is unc ion value
or redica e . ach
e.g., an agent . The synta for a cond condition
or ac ion in the rule antecedent is the same as for
goals.

lthough advice has a similar synta to nonop rules,
its interpretation di ers. dvice recommends achiev
ing the given goal under the given conds. nonop
rule, hich is needed to compile this advice, states
that the given goal ill be achieved if the given conds
and ac ion occur. Compilation results in stimulus
response op rules of the form

The por

, and

1s the rule

1s an ob ect

cond cond ac iomn.

Oor on an ramanian

ush advice on GoalStack goal follo ed by conditions.
Initialize OpCondStack to be empty and invoke
Compile GoalStack,OpCondStack .
roced re Compile GoalStack, OpCondStack
i GoalStack is not empty t e
g  pop GoalStack
c seg
1. g is an operational condition
ush g, OpCondStack
Compile GoalStack, OpCondStack
2. g matches a fact
Compile GoalStack , OpCondStack
3. g is nonoperational
ore ¢ nonop rule
conse uent matches g do
ush antecedent , GoalStack
Compile GoalStack,OpCondStack
4. g is an operational action
orm a ne op rule from the contents of
OpCondStack and g
Clear OpCondStack
e se Clear OpCondStack

hose

igure 1 lgorithm for operationalizing advice

The conditions of an op rule are sensor values de
tectable by the agent. The action can be performed
by the agent.

Our compilation algorithm in igure 1 takes advice
and backchains through the S and user provided
nonop rules until an operational action is found. Once
an operational action is found, it pops back up the lev
els of recursion, attaching operational conditions along
the ay, to form a ne reactive agent op rule. To pre
vent cycles, the last nonop rule used in step 3 is marked
as used so that it ill not be used again.

Let us e amine a simple e ample of ho this algo
rithm operates, as sho n in igures 2 and 3. Con
sider the advice hich advocates avoiding the adver
sary hen the adversary s speed is lo

s eed adversary 1o

eading adversary agen eadon

igure 2 sho sho S nonop rules match this ad
vice for backchaining, thereby creating an and tree.
nything preceded by a is operational.
igure 3 sho s this algorithm in operation. Note
that stacks gro do n ard. The algorithm begins by
pushing the advice goal, follo ed by the advice condi
tion, on the GoalStack. It then calls procedure Com
pile, hich moves the advice condition to the OpCond
Stack because it is operational. The advice goal is not
operational. In our e ample, the advice goal can be

uni ed ith the goal of S RUL 1, hich states

earing agen adversary rig
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on

T t rn
n t ft a on

T t rn
ft n t a on

igure 2 Graph of e ample. is short for agent,

urn agen le
eading adversary agen eadon.
The condition and action of RUL 1 are pushed on the
GoalStack. ecause the condition of RUL 1 is opera
tional, it is moved to the OpCondStack. Note that if
this condition had not been operational, our compila
tion algorithm ould have searched for all nonop rules
hose conse uents unify ith this nonoperational con
dition.  urther backchaining ould have continued
until operational conditions ere found.

t this point, the action of RUL 1 is at the top of
the GoalStack, and it is operational, so e can create
an op rule. The conditions from the OpCondStack are
added to the action. This creates an op rule that states

s eed adversary 1o
earing agen adversary rig
urn agen le

oth stacks are cleared. The algorithm see igure 2
continues similarly to generate a second op rule from
S RUL 2 that states

s eed adversary 1o
earing agen adversary le
urn agen rig
Ne t, e apply a conversion from ualitative to

The rules are given default
or e ample, if s eed has t o
values, slo and as , e bisect the range of all pos
sible values into t o subranges. Then, e allo the
system to improve this initial choice of wuantitative
ranges by using a G to re ne the initial ranges hile
interacting ith the environment.

uantitative op rules.
uantitative ranges.

for adversary, br for bearing and hd for heading.

E R
A

The system e use to re ne and apply the op rules
derived from our compiled advice is the S MU L
reactive planner 7. We have chosen S MU L be
cause this system has already proven to be highly ef
fective for re ning rules on comple domains 7, 25 .
S MU L adopts the role of an agent in a multiagent
environment in  hich it senses and acts. This system
hast oma or components a performance module and
a learning module. Section 4.2 e plains ho perfor
mance interleaves ith learning in our e periments.
The performance module, called the Competitive
roduction System C S | interacts ith a simulated
or real orld by reading sensors, setting e ector val
ues, and receiving payo from a critic. C S performs
matching and con ict resolution on the set of op rules.
This performance module follo s the match con ict
resolution act cycle of traditional production systems.
Time is divided into the choice of hat con
stitutes an episode is domain speci c. pisodes begin
ith random initialization and end hen a critic pro
vides payo . teach time step ithin an episode, C S
selects an action using a probabilistic voting scheme
based on rule strengths. 1l rules that match or par
tially match see 7 the current state bid to have their
actions re. The actions of rules ith higher strengths
are more likely to re. If the orld is being simulated,
then after an action res, the orld model is advanced
one simulation step and sensor readings are updated.
C S assigns credit to individual rules based on feed
back from the critic. t the end of each episode, all
rules that suggested actions taken during this episode
have their strengths incrementally ad usted to re ect
the current payo . Over time, rule strengths re ect
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a on

o

a on

o
t m ft o t m n t o
r n t r ft
t m ft o t m n t o
r ri r ft
igure 3 ample of compilation algorithm

the degree of usefulness of the rules.

S MU L s learning module is a genetic algorithm.
G s are motivated by simpli ed models of heredity
and evolution in the eld of population genetics 8.
G sevolve a population of individuals over a se uence
of . ach individual acts as an alternative
solution to the problem at hand, and its le.,
potential orth as a solution is regularly evaluated.
During a generation, individuals create ne
individuals . The tness of an individual probabilisti
cally determines ho many o spring it can have. Ge
netic operators, such as and , are
applied to produce o spring. Crossover combines ele
ments of t o individuals to form t o ne individuals
mutation randomly alters elements of a single individ
ual. In S MU L, an individual is a set of op rules,
i.e., a reactive plan. In addition to genetic operators,
this system also applies non genetic kno ledge re ne
ment operators, such as and , to
op rules 1ithin a rule set.

The interface bet een our compilation algorithm
and the S MU L system is straightfor ard. The out
put of our compilation algorithm is a set of op rules for
the S MU L agent. ecause the op rules may be in
complete, a is added to this rule set. The
random rule recommends performing a random action
under any conditions. The nal rule set, along ith
C S and the G learning component for improving
the rules, is our initial agent.

E

We have not yet analyzed the cost of our compilation
algorithm. The orst case cost appears to be e po
nential in the sizes of the inputs to the algorithm be
cause the STRI S planning problem can be reduced
to it. In the future, e plan to investigate methods
to reduce this cost for comple realistic problems. o
tential methods include 1 attaching a likelihood of
occurrence onto advice, hich enables the agent to pri
oritize hich advice to compile rst if time is limited,
2 tailoring the levels of generality and abstraction
of the advice to suit the time available for compilation
e.g., less abstract advice is closer to being operational
and therefore re uires less compilation time , and 3
generating a parallel version of the algorithm.

We have evaluated our multistrategy approach em
pirically. We focus on ans ering the follo ing ues
tions

1. Will our advice compilation method be e ective
for a reactive agent on comple domains

2. Will the coordination of multiple learning tech
ni ues lead to improved performance over using
any one learning method In particular, e ant
the G to increase the success rate of the com
piled advice, and the advice to reduce the

of the G . Success and failure have
domain speci ¢ de nitions see Sections 4.3 and
4.4 . The convergence time is de ned as the time



taken to ascend to a given success rate.  reduced
convergence time is useful hen learning time is

limited.

3. Can

e construct a portable S

To address our wuestions, e have run e periments
on t o comple problems  vasion and Navigation.
Our choice of domains is motivated by the results of
Schultz and Grefenstette, ho have obtained large per
formance improvements by initializing the G compo
nent of S MU L ith hand coded op rules in these
domains 25 . Their success has inspired this ork our
ob ective is to automate their tedious manual task, and
the ork described here is one step to ard the goal.
oth problems are t o dimensional simulations of
realistic tactical problems. o ever, our simulations
include several features that make these t o problems
su ciently comple to cause di culties for more tradi
tional control theoretic or game theoretic approaches

7

e o o el The learner has no initial
model of other agents or ob ects in the domain.
Most control theoretic and game theoretic models
make orst case assumptions about adversaries.
This yields poor designs in the orlds e consider
because e have statistical rather than orst case

adversaries.

o plee e or o  The sensors are
discrete,  hich causes perceptual aliasing a
many to one mapping from actual states to per

celved states.

Ire e p e Thediscretization of the state
space makes the learning problem combinatorial.
In the vasion domain, for instance, over 25 mil

lion distinct feature vectors are observed.

el e p o The critic only provides payo at
the end of an episode. Therefore a credit assign
ment scheme is re uired.

o e or (Gaussian noise is added to all sen
sor readings. Noise consists of a random dra
from a normal distribution ith mean 0.0 and
standard deviation e ual to 5 of the legal range
for the corresponding sensor. The value that re
sults is discretized according to the de ned gran
ularity of the sensor. 5 noise level is su cient
to slightly degrade S MU L s performance.

T o sets of e periments are performed on each of the
t o domains. erception is noise free for the rst set,
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but noisy for the second. The primary purpose of the

rst set is to address our uestion about the e ective
ness of our advice compilation method alone, ith
out G re nement. acts, nonop rules, advice, and
the set of operational sensors and actions are given
to the compiler and the output is a set of op rules.
The random rule is added to the op rules and this rule
set is given to S MU L s C S module to be applied

ithin the simulated orld model. The baseline per
formance ith hich these rules are compared is the
random rule alone. These e periments measure ho
the success rate of the compiled rules compares ith
that of the baseline as problem comple ity increases,

here the success rate is an average over 1000 episodes.
Statistical signi cance of the di erences bet een the
curves ith and ithout advice are presented. Signif
icance is measured using the large sample test for the
di erences bet eent o means.

The primary purpose of the second set of e peri
ments is to address our wuestion about the e ective
ness of the multistrategy approach compilation fol
lo ed by G re nement . We used the same set of
op rules 1i.e., the output of the compiler for this sec
ond set of e periments as as used for the rst set of
e periments. This rule set, plus the random rule, be
comes every individual in S MU L s initial G pop
ulation, i.e., it seeds the G ith initial kno ledge.
The baseline performance ith hich these rules are
compared is S MU L initialized ith every individ
ual e ual to ust the random rule. In either case, G
learning evolves this initial population. In other ords,

e compare the performance of advice seeding the G

ith G learning alone i.e., random seeding . Ran
dom seeding produces an initially unbiased G search
advice initially biases the G search hopefully into
favorable regions of the search space.

In this second set of e periments, performance of
the agent in the environment interleaves ith G re

nement. S MU L runs for 100 generations using a
population size of 100 rule sets. very b generations,
the in terms of success rate 10 of the current
population are evaluated over 100 episodes to choose
a single plan to represent the population. This plan is
evaluated on 1000 randomly chosen episodes and the
success rate is calculated. This entire process is re
peated 10 times and the nal success rate, averaged
over all 10 trials, is found. The curves in our graphs
plot these averages. or this set of e periments, sta
tistical signi cance is measured using the t o sample

test, ith ad ustments as re uired henever the
statistic indicates une ual variances.

We add sensor noise, as de ned in Section 4.1, for
this second set of e periments because G s can learn
robustly in the presence of noise 7. T o performance
measures are used the success rate and the conver
gence time. The convergence time is de ned as the
number of G  generations re uired to achieve and
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is di erent for
is set empir

maintain an success rate, here
each of the t o domains. The value of

ically.

Our simulation of the vasion problem is partially in
spired by 4 . This problem as introduced in Section
2. The problem consists of an agent that moves in a
t o dimensional orld ith a single adversary pursu
ing the agent. The agent is controlled by S MU L,
and the adversary is controlled by a simple set of rules.
The agent s ob ective is to avoid contact ith the ad
versary for a bounded length of time. Contact implies
the agent is captured by the adversary. The prob
lem is divided into episodes that begin ith the ad
versary approaching the agent from a random direc
tion. The adversary initially travels faster than the
agent, but is less maneuverable i.e.; it has a greater
turning radius .  oth the agent and the adversary
gradually lose speed hen maneuvering, but only the
adversary s loss 1s permanent. n episode ends hen
either the adversary captures the agent failure or the
the agent evades the adversary success . t the end
of each episode, a critic provides full payo for success
ful evasion and partial payo other ise, proportional
to the amount of time before the agent is captured.
The strengths of op rules that red are updated in
proportion to the payo .

The agent has the follo ing operational sensors
time, last agent turning rate, adversary speed, adver
sary range, adversary bearing, and adversary heading.
The agent has one operational action it can control
its o n turning rate. or further detail, see 7.

In our e periments, e provide the follo ing
domain speci ¢ kno ledge to the agent

ased y agen adversary .
oving agen
oving adversary .

c ased y

range close
urn
urn .
range close
eading eadon
avoids

urn adversary ard

decelera es adversary .

s eed adversary ig
decelera es adversary .
s eed adversary 1o

avoids agen adversary .

Oor on an ramanian

We also include kno ledge of the agent s operational
sensors and actions as facts. Ten S nonop rules are
used they are instantiations of the t o rules described
in nglish in the introduction of this paper . lthough
room does not permit listing them all, some e amples
are

earing
urn le
eading
earing le
moving
urn le
range

rig

eadon.

close.

rom our input and our S rules, the compilation
method of Section 2 generates op rules. The sensor val
ues of these rules are translated from ualitative values
to default uantitative ranges. or e ample, earing
le is translated into earing .., here
the numbers correspond to a clock, e.g., 6 means
o clock. very ne rule is given an initial strength
of 1.0 the ma imum . The nal op rule set includes
rules such as

s eed adversary
range agen adversary
urn agen ard le

The total number of op rules generated from our advice
is 16.
We begin our e periments by addressing the rst
uestion,  hich concerns the e ectiveness of our
advice taking method. We do not use the G . rob
lem di culty is varied by ad usting a envelope
around the agent. The safety envelope is the distance
at  hich the adversary can be from the agent before
the agent is considered captured by the adversary.
igure 4 sho s ho the performance averaged over
1000 episodes of these op rules compares ith that of
ust the random rule. 1l of the di erences bet een
the means are statistically signi cant using signi
cance level 0.05 . rom igure4 e see that from
di culty levels 80 to 120, the agent is appro imately
t ice as successful ith advice than ithout it. This
is a 100 performance advantage. urthermore, for
levels 130 to 160, the agent is about four times more
e ective ith advice. or levels 160 to 200, the agent
is an order of magnitude more e ective ith advice.
We conclude that as the di culty of this problem in
creases, the advice becomes more helpful relative to
the baseline. These results ans er our rst uestion
our advice compilation method is e ective on this do
main.
We address the second uestion about multistrategy
e ectiveness by combining the compiled advice ith
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igure 4 Results on the vasion domain ithout G

re nement. Y a is denotes success rate.

G re nement. igure 5 sho s the results of com
paring the performance of the G ith and ithout
advice. The safety envelopeis  ed at 100 chosen ar
bitrarily and noise is added to the sensors. or this
domain, the convergence time is the number of G
generations re uired to maintain a 60 success rate.
igure 5 sho s that in a small amount of time ap
pro imately 10 generations , the G doubles the suc
cess rate of the advice rules. urthermore, the addition
of advice produces a 3.5 fold reduction in the conver
gence time over using a G ith random initialization.
The di erences bet een the means are statistically sig
ni cant for the rst 65 generations, but not after ards
0.05 .  pparently, the advice initially biases the
G into a favorable region of the search space, hich
improves the convergence time over random initializa
tion. The convergence value, ho ever, does not appear
to be higher ith advice than ithout it because even
tually the performance of the randomly initialized G
is roughly e uivalent to that of the G seeded ith
advice.

In the Navigation domain, our agent is again con
trolled by S MU L in a t o dimensional simulated

orld. The agent s ob ective is to avoid obstacles and
navigate to a stationary target 1th hich it must ren
dezvous before e hausting its fuel implemented as a
bounded length of time for motion . ach episode be

Informatica 17 33

vasion Domain
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igure 5 Results on the vasion domain ith the G

Y a is denotes success rate.

gins ith the agent centered in front of a randomly
generated eld of obstacles ith a speci ed density.

n episode ends ith either a rendezvous at the tar
get location success or the e haustion of the agent s
fuel or a collision ith an obstacle failure . t the
end of an episode, a critic provides full payo if the
agent reaches the target, and partial payo other ise,
depending on the agent s distance to the goal.

The agent has the follo ing operational sensors
time, the bearing of the target, the bearing and range
of an obstacle, and the range of the target. The agent
has t o operational actions it can control its o n
turning rate and its speed. or further detail, see 24 .

We provide the follo ing domain speci ¢ kno ledge

in addition to a list of operational sensors and ac
tions

oving agen

range close
eading eadon
avoids
range agen o s acle close
range agen arge close.
range agen o s acle close
avoids agen o s acle .
s eed agen ig .

The 10 S nonop rules used for vasion are
again used for this domain and are successful in the
compilation procedure. This con rms the portability
ofour S for theset o domains, thus addressing our
third uestion. Iso, although the de nition of

as intended to be domain speci c, it actually applies
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igure 6 Results on the Navigation domain ithout

(G re nement. Y a is denotes success rate.

to both of our domains. total of 42 op rules are

generated.
gain, e address the rst uestion by using
S MU L ithout the G . We increase the problem

di culty on this domain by increasing the number of
obstacles. The success rate is an average over 1000
episodes. Without advice, the success rate is 0 be
cause this is a very di cult domain. igure 6 sho s
ho  eimprove the success rate to as much as 90 by
using our advice on this domain. We increase problem
di culty by increasing the number of obstacles. t
all but the last fe points, the di erences bet een the
means are statistically signi cant 0.05 . When

e vary the number of obstacles, performance follo s
a di erent trend than for the vasion domain. y far
the greatest bene t of the advice occurs hen there
are fe obstacles. The success rate is 90 ith advice
and 0 ithout advice hen there is only one obsta
cle, for e ample. The advantage drops as the problem
comple ity increases. fter di culty level 80, the par
ticular advice e gave the agent no longer o ers any
or this level of problem di culty, di erent
advice is probably more appropriate.

Our e periments on both domains con rm that our
advice compiler can be e ective, ho ever, they also
indicate that the usefulness of advice may be restricted
to a particular range of situations. nother learning
task, hich e are currently e ploring, ould be to
identify this range and add additional conditions to
the advice.

bene t.

We address the second uestion by comparing the
performance of the G~ ith and ithout advice. Noise
is added. igure 7 sho s the results.
bet een the means are statistically signi cant
0.05 . ere, the number of obstacles is ed at ve

chosen arbitrarily . or this domain, the convergence

Il di erences

or on an ramanian
Navigation Domain
100 T | I
dvice
80 No dvice n
60 - -
40 .
20 - .
0 ! ! ! !
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G Generations

ith the

igure 7 Results on the Navigation domain
G .Y a is denotes success rate.

time is the number of G  generations re uired to
maintain a 95 success rate.
igure 7 sho s that the addition of advice yields
an enormous performance advantage on this domain.
igure 7 also sho s that given a moderate amount of
time 10 generations ,the G providesa 10 increase
in the success rate. urthermore, the addition of ad
vice produces an 18 fold improvement in the conver
gence time over using G s alone. Not only does advice
improve the convergence , but 1t also appears to
improve the of convergence after 80 generations,
the G ith advice holds a 99 or above success rate
hereas after all 100 generations the G ithout ad
vice still cannot get above a 97  success rate.

To further test our compilation method, e have
recompiled our Navigation advice into op rules for a
Nomad 200 mobile robot that is e uipped ith very
noisy sonar and infrared sensors and can ad ust its
turning rate and speed. The sensors are so noisy that
the robot sometimes mistakest obo esfour feet apart
for a all. The op rules that result from compilation
have not been re ned by the G to develop a tolerance
to noise therefore, this noise poses a severe challenge.

The op rules are linked to a vendor provided inter
face that translates the language of the S MU L rules

e.g., asonar urn
into oint velocity and servo motor commands.
high level advice to avoid obstacles and rendezvous

ith a goal point, our method has compiled rules that
enable the robot to succeed appro imately a third of
the time in avoiding three large bo es and reaching

a goal point on the other side of a room. The same
S rules are used for compilation. With the random

rom




rule alone, it is e tremely unlikely to successfully com
plete this task. Our ne t step ill be to re ne these
robot rules using G s ithin a simulation of this ac
tual domain.

In conclusion, our multistrategy system o ers t o
advantages. 1irst, it provides an initial boost from
seeding ith high level kno ledge. On both simulated
domains e see a signi cant reduction in the conver
gence time an order of magnitude on the Navigation
domain. Second, the multistrategy system provides
the robustness and improvement gained from G re

nement. Re nement yields a 10 increase in the
success rate on Navigation and a 100

vasion. The fact that on both domains the advice
biases the G into a favorable region and signi cantly
reduces its convergence time is very important in com
ple domains here a G approach alone may not be
feasible or may be very ine cient. inally, the e ec
tiveness of our advice taking method has been con

rmed on a robot ith poor sensory capabilities.

To determine hether the presence of noise in u
ences our conclusions, e have repeated our e peri
ments on the t o simulated domains ith sensor read
ings that are not noisy. lthough the success rates
di er slightly, our conclusions still hold.

increase on

R W

This ork relates most strongly to the follo ing top
ics in machine learning advice taking, combining pro
ective and reactive planning, methods for compiling
high level goals into reactive rules, learning in fuzzy
controllers, and multistrategy learning. This ork also
relates to research in di erential game theory. We dis
cuss each in turn.

dvice taking has been considered by McCarthy as
early as 1958 15 and later by Mosto 19 and oth
ers. To date, research on assimilating advice in em
bedded agents has been limited but encouraging. re
vious research has focused mainly on providing lo
level kno ledge. or e ample, Laird 11 and
Clouse and Utgo 3 have had good success providing
agents ith information about hich action to take.
Chapman gives his agent high level advice 2 . Our
advice taker di ers from Chapman s because it can
operationalize advice long before the advice is applied
and because it re nes the advice itha G . Most im
portant of all, our advice taking method is uni ue be
cause it involves a multistrategy approach that couples
a kno ledge intensive precompilation phase

ith an empirical re nement phase.
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We assume that high level kno ledge is operational
ized but not applied immediately. Methods for oper
ationalizing advice that ill be applied immediately
include STRI S like planners 20 and e planation
based learning L planners e.g., 26 . closely
related system is Mitchells 17 . This system com
bines L pro ective planning ith reactive planning.
Our method for compiling goals is similar to that of

L because it uses the notion of operationality. It
di ers because e do not assume that the advice ill
be applied immediately, and therefore our compilation
method has no current state on hich to focus plan
generation. 1l of the above mentioned methods cre
ate a pro ective plan to achieve a goal from the cur
rent state. We precompile advice for multiple possible
states.

ecause our method precompiles plans from possi
ble states rather than from a current state, it is very
similar to the methods of Schoppers 23 and aelbling
9 for compiling high level goals into lo level reactive
rules. Our method di ers from those of Schoppers and
aelbling because it includes the L notion of oper
ationality. Iso unlike Schoppers and aelbling, e
use a re nement method follo ing compilation.

Considerable prior ork has focused on kno ledge
re nement. Others have used G s to re ne ualita
tive to uantitative mappings. ore ample, arr uses
G s to select fuzzy membership functions for a fuzzy
controller 10 . Lin, Mahadevan and Connell, and
Singh initialize their systems ith modular agent ar
chitectures then re ne them ith reinforcement learn
ing 12, 14, and 27 . Lin trains a robot by giving
it advice in the form of a se uence of desired actions.
Mahadevan and Connell initialize their reinforcement
learner 1th a prespeci ed subsumption architecture,
and Singh guides his reinforcement learner by giving
it abstract actions to decompose.

One of the most similar approaches to ours is that of
To ell and Shavlik 31 . They also couple rule based
input ith a re nement method ho ever, their re ne
ment method is neural net orks. This multistrategy
system converts rules into a net ork topology. The
content of each rule is preserved therefore, the trans
formation is syntactic. Our multistrategy system, on
the other hand, focuses primarily on semantic trans
formations that use ualitative kno ledge about move
ments in space to convert abstract goals into concrete
actions. Ram and Santamaria 22 present a multi
strategy re nement scheme for a parametric agent per
forming a navigation task. In contrast ith our genetic
algorithms based approach, their system ac uires val
ues for the de ned parameters by using reinforcement
learning. Di erent parameter value combinations are
ac uired for distinct environment subclasses. The in
teresting feature of their system is the e plicit iden
ti cation of di erent environmental con gurations us
ing case based reasoning. The identi cation of reg
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ularities in the environment occurs implicitly in the
genetic algorithms approach. The deductive compi
lation scheme but not the re nement is in common

ith Mitchell s derivation of a strategy for push
ing ob ects in a tray using a ualitative theory of the
process 18 .

Di erential game theory is a branch of mathematical
optimal control theory. It assumes that the behavior
of the controlled system can be modeled as a system
of ordinary di erential e uations OD s . The evasion
problem considered in this paper is a typical e ample
of a di erential game. In particular, the problem is
t o person zero sum di erential game ith a
oth the pursuer and the evader move

in a bounded rectangle in t o dimensions. The evader
has to avoid getting to ithin a certain distance of the
pursuer for a certain length of time. In the minima
formulation of the problem, the optimal strategy of the
evader is one that achieves its ob ective under the least
favorable assumptions on the motion of the pursuer.

Di erential games are formulated mathematically
by specifying the motion e uations of the pursuer and
evader, the class of admissible controls for both sys
tems  hich identi es the ay in hich the pursuer
and evader can change their motions , and the tar
get or goal functional. classic reference for this is
1. The focus of ork in di erential game theory is
to identify conditions under hich optimal strategies
for the evader can be derived. This assumes complete
kno ledge of the dynamics of the evader and pursuer,
both of hich are unavailable to us. The theory ould
be more useful to us if it had a ualitative counterpart

hich allo ed us to determine the e istence of solu
tions to the evader s problem from partial kno ledge
of the evader and pursuer s dynamics.

D

We have presented a novel multistrategy learning
method for operationalizing and re ning high level ad
vice into lo level rules to be used by a reactive agent.
Operationalization uses a portable S n imple
mentation of this method has been tested ont o com
ple domains and a Nomad 200 robot.

We have learned the follo ing lessons

1. Our advice compiler can be e ective on comple
domains, and it ill be important to identify the
regions of greatest e ectiveness for advice,

2. portable S appears feasible, and

3. Coordinating a deductive learning strategy ad
vice compilation  ith an inductive learning strat

Oor on an ramanian

egy G re nement can lead to a substantial per
formance improvement over either method alone.

This success, ho ever, depends on the ho the advice
biases the G search. wuture ork ill focus on iden
tifying those characteristics of advice that bias this
search favorably. We ill also focus on further ad
dressing our uestions about performance using di er
ent advice and alternative domains e.g., 28

Many other interesting directions are suggested by
our e perimental results. t present e do not con
sider the cost of incorporating advice. or larger scale
problems and situations here advice is provided more
fre uently, the agent has to reason about the costs and
bene ts of compiling advice at a given point in time.
Classical issues in trading o deliberation time for ac
tion time are relevant here.

nother issue for future study is the problem of op
erationalization theory incompleteness. or e ample,
our S as su ciently complete for both domains
but had it not been, e ould have been faced ith the
problem of supplementing this kno ledge base ith
additional rules. We are considering an approach like
that used in the DISCI L system 29 to elicit advice
and learn rules for operationalizing the advice.

We have chosen the G method for re nement be
cause it as readily available to us.  comparison of
a neural net ork and other approaches 1ith our cur
rent G approach, on the problems studied here, ill
provide valuable insights into the tradeo s bet een
di erent re nement strategies. We believe that mul
tistrategy learning systems of the future must have
a bank of operationalization and re nement methods
at their disposal and have fast methods for selecting
them. We have chosen a speci ¢ breakdo n of e ort
bet een the advice compilation and re nement phases.

o this coordinates ith our choice of problem do
mains and re nement schemes is another uestion for
future study.
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